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Abstract. We introduce the EnvisionHGdetector toolkit (v3.0.4),
which allows for the kinematic analysis of automatically detected co-
speech gestures from single-person videos. The Convolutional Neural
Network (CNN) and Light Gradient Boosting Machine (LightGBM)
model for detecting gestures is trained on seven open datasets with
varying recording conditions: ZHUBO, SaGA, SaGA++, MULTI-
SIMO, ECOLANG, TEDM3D, and GESRes. These data combined
yielded 7774 unique gesture instances amenable for data augmen-
tation, pose extraction, and model training. Inspired and further
building on the action detection tool Nodding Pigeon (Yung, 2022),
EnvisionHGdetector utilizes MediaPipe Holistic for skeleton-based

∗Acknowledgments: WP is funded by a DFG VICOM grant (PO 2841/1-1) and
an NWO VENI grant (VI.Veni 0.201G.047). WP, GM, and BO are supported
by an NWO XS grant (406.XS.24.01.043).

†Contact: w.pouw@tilburguniversity.edu, Babajide.Owoyele@hpi.de

1

This is a postprint. The final published version will differ.

Citation: Pouw, W., Ahmed-Shaikh, S., Trujillo, J., Yung, B., Rueda-Toicen, A., de Melo, G., & Owoyele, B. (2026). EnvisionHGdetector: A computational framework for co-speech gesture detection, kinematic analysis, and interactive visualization. In A. Lücking & A. Mehler (Eds.), Behavioromics: Semantic, experimental, and computational multimodal interaction studies. Logos Verlag, Berlin. (Accepted manuscript).



2 Pouw et al.

tracking, and a CNN/ LightGBM model for classification. The tool
is designed to work in an out-of-the-box fashion, broadly applicable
for any single-person frontal view recording, without custom (p)re-
training on specific target datasets and without needing GPU support
on inference. On our test set, we attain a class-balanced gesture
detection accuracy of 60.1% with our CNN model and 69.4% with
the LightGBM model. Additionally, on our out-of-sample test set,
CNN achieves an average accuracy of 81.3% while LightGBM achieves
75.0%. The envisionHGdetector PyPI package produces as output
gesture segment labels, label confidence time series, segmented videos,
as well as ELAN files, DTW distance matrices for gesture similarities,
kinematic feature summaries, and a data visualization and exploration
dashboard. The code for the package and training is available on
GitHub, and the training feature data is archived at the OSF. We
further discuss this project’s outlook, which aims to improve the inte-
gration of open-source computational innovations in gesture studies
and cognitive science.
Keywords: Co-speech gesture detection, MediaPipe, kinematic analy-
sis, dashboard, machine learning, multimodal communication, gesture
studies.

1 Introduction

Despite major progress in machine learning and computer vision, and
in spite of increasing interest in multimodal aspects of language produc-
tion, to date, there is no directly applicable co-speech gesture detector
designed to work on a variety of recordings of speaking subjects. That
is to say, while there is OpenFace for facial gestures (Baltrušaitis,
Robinson, and Morency, 2016), OpenPose (Cao et al., 2021) and Me-
diaPipe (Lugaresi et al., 2019) for pose detection, OpenSmile (Eyben,
Wöllmer, and Schuller, 2010) for speech acoustic feature extraction,
there is currently no directly applicable co-speech gesture detector that
makes use of current advances in machine learning. The available ma-
chine learning methods need to be customized for each unique dataset.
In this paper, we introduce the “Envision Hand Gesture Detector”, a

https://pypi.org/project/envisionhgdetector/
https://tsg-131-174-75-200.hosting.ru.nl/envisionhgdetectordashboard/
https://github.com/WimPouw/envisionhgdetector
https://osf.io/qgecj/
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light-weight toolkit for classifying co-speech gestures from video and
other actions such as self-adaptors. The toolkit also enables kinematic
analysis and visualization of detected gestures. The toolkit is available
as a PyPI Python package EnvisionHGdetector. Figure 1 provides
a visual overview, and Figure 2 provides a graphical overview of the
EnvisionHGdetector processing pipeline, illustrating the progression
from video input to gesture detection and analysis outputs, including
the key components of our machine learning approach.
The current limitations in studying gestures at a large, computa-
tionally reproducible scale, due to a lack of automation, stifle the
widespread study of human communication in the wild and in the
lab. Many scholars are convinced that a better understanding of
human hand gestures will provide a deeper understanding of how
humans think and what the ultimate format is of their communication
(Feyereisen, 2017; Goldin-Meadow and Brentari, 2017; Kendon, 2004;
McNeill, 1992). Understanding gesture also means understanding how
well-formed aspects of languages are entangled with more imagistic,
situated, and pragmatic modes of conveying meaning using a variety
of available gestural forms (Alviar, Kello, and Dale, 2023; Holler and
Levinson, 2019; Murgiano, Motamedi, and Vigliocco, 2021; Trujillo
and Holler, 2023). Such gestural forms include beat gestures, which
rhythmically move with the prosody of speech (Wagner, Malisz, and
Kopp, 2014); they include iconic and metaphoric gestures, which
shape to represent something visuo-spatially (Streeck, 2008), and they
include a variety of other forms, such as pointing, pragmatic gestures
that regulate turn-taking, and also emblematic gestures such as a
thumbs-up gesture.
To know the difference between scratching your head versus gestur-
ing to simulate scratching your head to signal ignorance is to see a
difference that only humans have been able to distinguish and use
so far. This is partly because a much broader context must often
be considered to distinguish a gesture from a non-communicative
action. Nonetheless, in many cases, the forms that hand movements
take when gesturing are clearly distinguishable from other types of
movement and from non-movement. Gestures possess unique rhythms
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Figure 1: Video Processing Workflow (Visual Abstract)

and postures (Morgenstern et al., 2021; Pouw and Dixon, 2019a;
Streeck, 2008), they exhibit some commonality among people sharing
a culture (Kendon, 2004), and gestures may, on average, actually
diverge from other types of actions, such as scratching the nose, as
otherwise gestures would be confusing in their meaning. This is all
to say that a machine classifier in the current era of deep learning
(Sievers and Thornton, 2024) should, in principle, do relatively well
in learning to differentiate a gesture from a non-gesture movement,
or at least a non-movement. While in principle, there is no reason to
believe that machines will ever make a good distinction of something
so subtle as the difference between a wink and a blink without taking
in a much more elaborate context, for most gestures, it should be
relatively straightforward from the form of body movement that it is,
in fact, a co-speech gesture.
To date, there is no such machine learning-based classification tool for
co-speech gestures that is directly applicable to videos with variable
recording circumstances (Gregori et al., 2023; Henlein et al., 2024),
although, as we review below, successes have been made in co-speech
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Figure 2: EnvisionHGdetector Video Processing Pipeline (Graphical
Abstract)
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gesture detection on specific datasets. Before going into these successes,
we must first emphasize that gesture annotation traditionally requires
considerable time and effort. Often, it entails frame-by-frame scrutiny
of when a hand starts to move into a meaningful trajectory (known as
a stroke phase), which typically requires hours of labour for a single
hour of video. Often, multiple annotators are solicited to make such
judgments to better assess reliability. Such annotation is challenging
to automate, as it requires substantial context that humans implicitly
bring along to make their categorizations, for example, when judging
an iconic gesture from a beat gesture. However, before such fine-
grained distinctions are made, researchers are still annotating for
the much simpler distinctions between co-speech gestures and non-
gestures.
Research in machine learning is beginning to show that the simpler
task of separating gestures from non-gestures in video is increasingly
amenable to automation. For example, based on a simple set of rules,
you could pre-annotate gestures by assessing the speed time series
of hands using pose-tracking and some post-processing (Eijk et al.,
under major revision; Ripperda, Drijvers, and Holler, 2020), as in
the OpenPose-based (Cao et al., 2021) tool SPUDNIG (Ripperda,
Drijvers, and Holler, 2020). A problem with rule-based classifiers
based on movement is that they often have a high false-positive rate,
as any movement is labeled a gesture (Pouw, de Wit, et al., 2021),
reaching false positive rates of 70% (Ripperda, Drijvers, and Holler,
2020) to 86% (Pouw, de Wit, et al., 2021). However, the true positive
rate sometimes reported is fairly high, often 70% (Pouw, de Wit, et
al., 2021) to >99% (Ripperda, Drijvers, and Holler, 2020). Although
these rule-based systems do not differentiate nose-scratching from
gesture, they have been shown to speed up gesture annotation via
human-in-the-loop quality checking after the first sweep (Ripperda,
Drijvers, and Holler, 2020).
Of course, with advances in machine learning, some computer scien-
tists have trained models to produce more fine-grained annotations.
For example, Ghaleb et al. (Ghaleb, Burenko, Rasenberg, Pouw, Uhrig,
et al., 2024) trained a state-of-the-art Spatio-Temporal Graph Con-
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volutional Network (ST-GCNs) to differentiate gesture phases, such
as separating the stroke from an optional post-stroke hold. This is a
much more difficult task than binary Gesture/NoGesture classification
because it requires discerning subtle differences in kinematics that
human annotators perceive. With this approach, they obtained an
accuracy of 61% on gesture strokes (with an F1 score of 65.7%). Other
successes have been reported with a tool by Ienega and colleagues
(Ienaga et al., 2022), which allows a human annotator to train a Light
Gradient Boosting Machine on only a portion of hand-annotated ges-
ture labels, so that the classifier can perform the remaining annotation
work on the rest of the data. This method was very reliable, reporting
an accuracy of 86% (F1-score 84.0% when 3% is hand-annotated).
There is further an entire subfield of human-computer interaction
that is reporting successes in classifying interactive silent stereotyped
gestures (Fronteddu et al., 2022; Molchanov et al., 2016), and more
generally an interest from the computer science community for the
recognition of “actions”, such as MotionBERT (Zhu et al., 2023).
Though not focused on co-speech gestures, which may be more varied
than stereotyped actions, such models can very reliably (>80% ac-
curacy) distinguish different types of silent gesture or action classes,
and detecting meaningful events from movements underpins a general-
purpose co-speech gesture classifier.
In light of the above, we can wonder why the reported successes
of gesture annotations have not yet translated to the widespread
adoption of automatic gesture classification. Nothing stops cogni-
tive scientists from widely training their models for their research
annotation needs. We think this has not happened on a wide scale
yet because cognitive scientists are not often trained in computer
science methods (Sievers and Thornton, 2024) or lack the compu-
tational resources to run computer vision tools and high-compute
models. In fact, computer programming has only recently become part
of most undergraduate curricula in fields such as psychology, albeit
still focused on languages like R that differ from most Python-based
computer science tools. Additionally, the problem with translating
current successes in machine classification of co-speech gestures is that
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the trained models do not work out-of-the-box for a given dataset,
and the different recording conditions and labeling practices dimin-
ish the generalizability (and performance metric results) of models
that are based on training data from a single corpus or experiment.
No comprehensive, open datasets are currently available to serve as
benchmarks for classifying co-speech gesture data. However, there are
various open corpora that, when combined and processed to be made
machine-readable, would provide an extensive training dataset (see
the EnvisionBOX dataset overview). Such a comprehensive combined
dataset, when openly available, would accelerate the development of a
general-purpose out-of-the-box co-speech gesture classifier, similar to
tools such as OpenFace (Baltrušaitis, Robinson, and Morency, 2016).
As such, there is some road ahead for a thriving field of automatic
co-speech gesture classification that can augment researchers’ toolkits
or be helpful for social signal processing beyond research (e.g., to help
diagnose communication disorders).
Translating computer science advancements to aid cognitive scientists
in their study of multimodal communication and vice versa, we here
introduce EnvisionHGdetector, a toolkit with a general-purpose
co-speech gesture classifier trained on multiple datasets, namely SaGA
(Lücking et al., 2010), SaGA++ (Kucherenko et al., 2022), ZHUBO
(Bao, Weng, and Gao, 2024), TEDM3D (Rohrer, 2022), ECOLANG
(Gu et al., 2025), MULTISIMO (Koutsombogera and Vogel, 2017,
2018), and GESRes (Hensel, Cheng, and Marsella, 2025). Our pack-
age also performs kinematic and similarity analysis, and generates
interactive visualizations in the form of a dashboard that links gesture
videos with kinematic analysis results, as exemplified online.3 Next
to this publication, we have a tutorial walk-through of using the pack-
age (https://envisionbox.org/embedded_UsingEnvisionHGdetector_
package.html).

3https://tsg-131-174-75-200.hosting.ru.nl/envisionhgdetectordashboard/

https://envisionbox.org/multimodaldatasets.html
https://envisionbox.org/embedded_UsingEnvisionHGdetector_package.html
https://envisionbox.org/embedded_UsingEnvisionHGdetector_package.html
https://tsg-131-174-75-200.hosting.ru.nl/envisionhgdetectordashboard/
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2 Method

Our approach combines pose estimation using MediaPipe Holistic
with a classifier (CNN/ LightGBM) to detect co-speech gestures, self-
adaptors, and non-gesture events. The model was trained on seven
distinct datasets: SaGA (Lücking et al., 2010), SaGA++ (Kucherenko
et al., 2022), ZHUBO (Bao, Weng, and Gao, 2024), TEDM3D (Rohrer,
2022), ECOLANG (Gu et al., 2025), MULTISIMO (Koutsombogera
and Vogel, 2018), and GESRes (Hensel, Cheng, and Marsella, 2025).
These datasets span diverse recording conditions and speaker styles
and language contexts, thereby enhancing the model’s generalizability.
For easy lookup and download links of these datasets, the reader is
referred to the EnvisionBOX multimodal datasets overview4. From
this dataset, we excluded a problematic category that contained object
manipulations (see section on Ecolang: 2.2.5). The dataset was then
augmented by horizontally mirroring the videos, so that we balance
left- and right-handed gesture samples. Secondly, we exclude videos
with poor tracking (if fewer than 30% of sampled frames have both
face and pose detected, the whole video is dropped).
In total, the combined cleaned dataset has 16,731 Gesture and Move
events, with approximately 48.8% being co-speech gestures, 2.5% self-
adaptors, and we also randomly selected 15.844 non-gesture events
constituting 48.6% of total events. Non-gesture events are neutral
events randomly sampled from the recordings when no gestures were
annotated. They therefore consist of sequences of often stationary
poses during conversation or monologue. All videos were processed
with MediaPipe Holistic, which provides 3D skeletal landmarks in
frame coordinates and world coordinates (metric space), which our
training routine used to further extract input features. Finally, we
group videos by speaker and split the dataset into training, validation,
and test sets by speaker. This ensures that no speaker is common
among them, thereby avoiding data leakage. We further tested on
external out-of-sample videos that may or may not be similar to the

4https://envisionbox.org/multimodaldatasets.html

https://envisionbox.org/multimodaldatasets.html
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recording contexts of our data. The following sections detail our data
preparation process, model architecture, and training procedure.

2.1 Dataset: General Approach

Table 1 provides the three labels and the corresponding distributions
of annotations that we used to train EnvisionHGdetector. All orig-
inal datasets use different labels and gesture classification routines;
therefore, we collapsed the labels into (co-speech) Gesture, Move,
or NoGesture. The Gesture label encompasses all original gesture
labels present in any of the source datasets (e.g., iconic, beat, etc.).
In contrast, the Move label includes self-adaptors and prominent fid-
geting (e.g., SaGA’s Move label, or MULTISIMO’s N/A label). The
training data contain co-speech gestures produced in Chinese (Zhubo),
French (Multisimo, M3D), English (ECOLANG, Multisimo, GESres,
M3D), and German (SaGA, SAGA++). Note that we currently do
not store or incorporate acoustic information during training (but see
Ghaleb, Burenko, Rasenberg, Pouw, Toni, et al., 2024 for possible
improvements in gesture detection).
For each dataset, only labels for gestures or specific actions are pro-
vided. Therefore, NoGesture event videos needed to be created. We
achieved this by sampling video segments that lacked a label, with
segment lengths equal to those of randomly selected Gesture events
observed for that speaker. In this way, we sampled randomly from
time-varying body poses in the absence of labels, using artificial No-
Gesture labels with lengths matching the lengths of gesture event
segments. In all datasets except SaGA and SaGA++, this was done
by sampling at least as many NoGesture events as Gesture events
observed, to keep the data maximally balanced. Only for the SaGA
and SaGA++ datasets was this done with relatively fewer NoGesture
data. In the future, we should aim to fully balance the data contri-
butions. Note, however, that during training we do ensure balanced
data contributions.
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2.1.1 Dataset: Augmentation

We further augmented the final training dataset. Specifically, we
doubled the number of videos by mirroring each one horizontally.
With this, we mitigate potential biases related to gesture handedness
and increase data variability.

Table 1: EnvisionHG Categorization by Dataset

Dataset Gesture Move NoGesture Total
M3D 749 0 802 1,551
SaGA 1,374 106 0 1,480
SaGA++ 1,729 161 1,021 2,911
ECOLANG 7,440 0 10,185 17,625
ZHUBO 172 0 2,242 2,414
MULTISIMO 2,376 540 1,286 4,202
GESRes 2,056 28 308 2,392
Total 15,896 835 15,844 32,575

2.2 Dataset: Brief Background

2.2.1 SaGA and SaGA++ Dataset

The SaGA (Speech and Gesture Alignment) corpus (Lücking et al.,
2010) is a multimodal dataset focusing on spatial communication
tasks. The original corpus consists of 25 front-view, direction-giving
dialogues, in which participants (“routers”) describe a virtual reality
town environment and a bus route to naïve followers after experiencing
a virtual bus ride through the town with five landmarks. However,
only 6 of these recordings were openly shared online with SaGA;
SaGA++ (Kucherenko et al., 2022) includes all 25 videos , however,
with the top-view angle. This spatial communication scenario elicited
natural gesture production, as spatial topics are known to prompt
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frequent gesturing compared to abstract topics (Alibali, 2005). The
SaGA and SaGA++ corpus approaches annotations by combining
multiple dimensions. All gestures were segmented to identify stroke
phases and classified into combinable categories: beat, deictic, iconic,
and discourse gestures. It further contains ”Move” category gestures,
which we also adopt, isolating non-gestural movements such as nose-
scratching. Table 1 provides an overview of the gesture labels.
Current Usage of SaGA: From the N = 6 SaGA corpus videos, we
set aside one recording for testing, which means incorporating 1374
Gesture, 106 Move, and 0 NoGesture events from five recordings into
our training dataset.
Current Usage of SaGA++: From the N = 25 SaGA++ corpus
videos, incorporating 1729 Gesture, 161 Move, and we further sampled
non-gesture events from the same recordings using the random No-
Gesture event method previously described, yielding 1021 NoGesture
events.

2.2.2 MULTISIMO Dataset

The MULTISIMO corpus (Koutsombogera and Vogel, 2018) is a
multimodal dataset consisting of recorded interactions among groups
of three participants, in which two individuals collaborate to solve
a quiz, assisted by a facilitator. This structured problem-solving
interaction elicited co-speech gestures.
The complete corpus comprises 23 recorded interactions, of which 18
sessions (approximately 3 hours of material) are available for research
purposes under a non-commercial license. The recordings are enriched
with detailed annotations (e.g., full speech transcription and laughter-
type transcriptions) that were not used for our training. Table 1
provides an overview of the gesture labels.
Current Usage of MULTISIMO: For our study, we set aside two
interactions for testing, and have incorporated 2,376 Gesture labels,
540 Move, and 1,286 NoGesture events into our training data.
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2.2.3 ZHUBO Dataset

The ZHUBO dataset (Bao, Weng, and Gao, 2024) is a Chinese co-
speech gesture corpus specifically designed for gesture synthesis re-
search. The dataset contains 613 videos from 10 news anchors, which
means over 10 hours of professional news commentary footage. Each
video is approximately 2 minutes long, featuring anchors providing
commentary while using professional gestures to enhance their expres-
sion. The data includes simple gesture annotations and additional
enriched kinematic data (MediaPipe), but note that we generated our
own kinematic data for these videos. The data primarily consists of
beat gestures that are particularly prominent in this genre, though
no such labels were given (only generic gesture labels were given).
Current Usage of ZHUBO: The training data consisted of 172
gestures from ZHUBO, 0 Move, and 2,242 NoGesture events.

2.2.4 TEDM3D Dataset

The M3D-TED corpus (Rohrer, 2022) is a richly annotated yet small
multimodal dataset focused on academic presentations in a conversa-
tional style (TED talks) and was primarily developed to exemplify the
new multidimensional gesture coding scheme, M3D (Rohrer, 2022).
The data consists of over 2 hours of annotated speech and gesture data
from native English and French speakers. We extracted only stroke
events coded according to the MultiModal MultiDimensional (M3D)
coding system (Rohrer et al., n.d.). Accordingly, the gestures were
originally categorized along three key dimensions: form (articulator
configuration and kinematics), meaning (referentiality and pragmatic
function), and prosodic characteristics (phasing, phrasing, and rhyth-
mic properties). For simplicity, we do not report these dimensions
separately here (Rohrer, 2022), and treat the stroke annotations as
co-speech gesture labels. Importantly, this TEDM3D dataset is partic-
ularly challenging for gesture detection, owing to frame cuts, camera
angle changes, and very short and often out-of-frame gestures. As
such, this dataset was primarily added to increase the variability of
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training data. We do think that these videos are too challenging
examples and should not be the target data for our classifier.
Current Usage of TEDM3D: We used all data from this dataset to
boost training data variability, therefore incorporating all 749 Gesture,
0 Move, and 802 NoGesture events.

2.2.5 ECOLANG Dataset

The ECOLANG corpus provides a multimodal dataset of English,
comprising child-directed (38 dyads with 3–4 year-olds) and adult-
directed (31 dyads) interactions. The corpus follows a controlled
experimental design where participants discuss objects from four cate-
gories (tools, animals, musical instruments, food), with three familiar
and three unfamiliar objects per category. Object familiarity was
determined through caregiver reports for children and normative data
for adults. Each dyad completed 30–40 minutes of interaction. In
the “present” condition, participants could physically interact with
objects, while in the “absent” condition, they discussed objects from
memory. This design systematically captured how communicative be-
haviors adapt across different referential contexts. The corpus features
multimodal annotations, including verbatim speech transcriptions,
five distinct gesture categories (representational gestures, pointing,
object manipulations, pragmatic gestures, and beat gestures), and
eye gaze fixations on objects. Importantly, we do not consider the
(co-speech) object manipulations, as they are a very difficult category
to handle without accounting for features that relate to the objects
being handled. Object interactions further complicate pose tracking
and lead to noisy pose estimates. Thus, we take only Gesture labels
into account, excluding NoGesture events that do not overlap with
object manipulations (or gestures). Table 1 provides an overview of
the original gesture labels.
Current usage ECOLANG: We used the adult-directed interactions
only, yielding 7,440 Gesture, 0 Move, and 10,185 NoGesture events
for our training dataset. Given that the ECOLANG data involves
many object manipulations that our model is not trained to classify,
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we will not use ECOLANG for testing. This will, of course, also mean
that our model will not be able to differentiate object manipulations
in conversational settings.

2.2.6 GESRes Dataset

The GESRes dataset (Hensel, Cheng, and Marsella, 2025) is a co-
speech gesture corpus that covers three speaker categories (university
lecturer, politician, psychotherapist) engaged in monologue-like speech.
The corpus comprises 12 videos from 9 speakers, with durations
ranging from 16 to 48 minutes (total: 3 hours, 46 minutes). Gestures
are coded for type (iconic, metaphoric, emblem, deictic, abstract
deictic, beat, adaptor), lexical affiliate, lexeme (a general gesture
label), handedness, and several physical properties (e.g., height, radial
orientation). The corpus contains videos, annotations, and MediaPipe
pose and tracking. In some videos we needed to cut the frames in half
because there were two speakers shown from a sideview.
Current usage GESRes: We included 2,056 Gesture events, 308
NoGesture events, and 28 Move events in our training data.

2.3 Model and Training

Our gesture detection system is built on the original codebase from
Nodding Pigeon (Yung, 2022), in which we combine upper-body pose
estimation with deep-learning classification in a two-stage pipeline. For
pose features, we adapted the original codebase to utilize MediaPipe
Holistic (Lugaresi et al., 2019), which provides tracking of body
keypoints, hand landmarks, and facial features. The MediaPipe
Holistic framework is ideal for the considered applications due to its
high efficiency, working on CPU-only systems, and its comprehensive
coverage of full-body landmarks essential for gesture detection.
The classification stage provides 2 options: CNN and LightGBM. The
CNN employs a single-stream 1D residual convolutional neural network
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implemented in TensorFlow 2.14. LightGBM is a lightweight gradient
boosting framework that uses tree-based learning algorithms.5

The code for training can be found online in our GitHub repository.
For training, first, we split the data into a training (70%) and a
testing (30%) set based on speakers and their corresponding videos.
Using a speaker-independent split ensures no speaker is common in
different sets, avoiding data leakage. We then perform a Bayesian
Hyperparameter Search with 3-fold cross-validation to assess different
model configurations.

2.4 CNN

The model processes 25-frame pose feature sequences through three
residual convolutional blocks with progressively increasing filter sizes,
each incorporating a skip connection and max-pooling for downsam-
pling. The resulting representations are aggregated via concatenated
global average and max pooling before being passed to dense layers.
Following the original Noddingpigeon approach (Yung, 2022), the
output is hierarchical: a binary sigmoid head distinguishes motion
from no-motion, while a softmax head classifies motion type (Gesture
or Move).

2.4.1 Pose Features: Feature Extraction

We initially assessed the performance of three feature sets: Basic (41
features), Extended (61 features), and World (92 features). We first
prepared 29 features from the pose data, hand-crafted to capture
upper-body kinematics relevant to co-speech gesture classification,
consisting essentially of normalized pose embeddings. Table 2 provides
an overview of all 41 basic features, including the pose features. We
also derived head rotation estimates from facial landmark positions as
additional features using the computer vision technique of Rodrigues

5More information can be found at https://lightgbm.readthedocs.io/en/latest/
index.html

https://github.com/babajideowoyele/envisionhg-training/tree/submission
https://lightgbm.readthedocs.io/en/latest/index.html
https://lightgbm.readthedocs.io/en/latest/index.html
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transformations (Pouw, 2024; Thierfelder, 2023). We normalized
position-based features6 by the chin-to-top-head distance to ensure
feature consistency across varying person-to-camera distances. The
Basic feature set comprises these 29 features plus 6 visibility and con-
fidence features (wrist and elbow detection confidence, hand presence)
and 6 movement-distinguishing features (hand-to-face distance, wrist
height relative to shoulder, bilateral symmetry), totaling 41 features.
The Extended feature Table 3 set adds 20 hand shape features (finger
tip distances, inter-finger angles, hand openness) to the Basic set so
as to capture more fine-grained hand-shape related gesture properties,
totalling 61 features. Next to a basic and extended hand-crafted fea-
ture set we also assessed performance for a raw coordinate feature set.
We utilize here the world landmark feature set Table 4 that consists
of 23 MediaPipe upper-body world landmarks × 4 dimensions [x, y, z,
visibility], yielding 92 features in total. This feature set is particularly
interesting as they are approximation of skeleton in metric coordinates
which may increase generalizability across different camera angles and
body orientations.

2.4.2 Feature Preprocessing and Augmentation Layer

We assess 2 feature preprocessing procedures: basic and enhanced.
Basic only injects Gaussian Noise to inputs. For enhanced, we imple-
mented a custom TensorFlow layer that performs feature processing
and data augmentation. The preprocessing layer computes additional
features from the input sequences: first and second time derivatives,
standard deviations of the original features, and their derivatives.
All features are mean-centered. During training, we apply several
stochastic data augmentation schemes to increase the variability of
the training set with the aim of capturing more natural variability in
the usage of the model:

6All normalized distances use the chin-to-top-head distance (Feature 7) as the
normalization factor. Head rotation features (1–3) and nose position (4–6) are
obtained directly from MediaPipe landmarks and are not normalized.
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Table 2: Basic Feature Set (41 features): 29 hand-crafted pose features
plus 12 supplementary features.

Category ID Feature Description
Head & Face 1–3 Head rotation (x/y/z axes)

4–6 Nose position (x/y/z)
7 Chin-to-top-head distance (normalization base)
8–9 Eyebrow to eye distance, left/right (norm.)
10 Mouth corners distance (norm.)
11 Mouth aperture (norm.)

Upper Body 12 Left–right wrist distance (norm.)
13 Left–right elbow distance (norm.)
14–15 Elbow to shoulder distance, left/right (norm.)
16–17 Wrist to shoulder distance, left/right (norm.)
18–19 Shoulder to ear distance, left/right (norm.)

Arm & Hand 20–21 Thumb to index finger distance, left/right (norm.)
22–23 Thumb to pinky distance, left/right (norm.)
24–25 Horizontal wrist–elbow offset, left/right (norm.)
26–27 Vertical wrist–elbow offset, left/right (norm.)
28–29 Index finger to nose distance, left/right (norm.)

Visibility 30–33 Wrist and elbow visibility scores, left/right
34–35 Hand detected (binary), left/right

Movement 36 Minimum hand-to-face distance (norm.)
37 Hand-face contact (binary, threshold 0.35)
38 Minimum wrist height relative to shoulder (norm.)
39–40 Wrist above shoulder (binary), left/right
41 Bilateral hand position symmetry (norm.)
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Table 3: Extended Feature Set (61 features): Basic (41) plus 20 hand
shape features from MediaPipe hand landmarks.

Category ID Feature Description
Left Hand
Shape

42–46 Wrist to finger tip distances: thumb, index,
middle, ring, pinky (norm.)

47–50 Adjacent finger angles: thumb–index,
index–middle, middle–ring, ring–pinky

51 Hand openness (mean finger extension ratio)
Right Hand
Shape

52–56 Wrist to finger tip distances: thumb, index,
middle, ring, pinky (norm.)

57–60 Adjacent finger angles: thumb–index,
index–middle, middle–ring, ring–pinky

61 Hand openness (mean finger extension ratio)

Table 4: World Landmark Feature Set (92 features): 23 MediaPipe
upper-body world landmarks × 4 dimensions [x, y, z, visibil-
ity], in metric coordinates normalised to body size.

Body
Region

Landmarks

Face Nose, left/right eye (inner, centre, outer), left/right ear,
mouth left/right

Torso Left/right shoulder
Arms Left/right elbow, left/right wrist
Hands Left/right index, left/right pinky, left/right thumb
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• Temporal warping (scale: 0.9–1.1) – simulating slight differences
in gesture temporal dynamics

• Position jittering (σ = 0.005) – simulating motion tracking noise
• Random frame dropping (5% probability) – simulating moments

of failed tracking
• Gaussian noise injection (σ = 0.01) – simulating motion tracking

noise
• Random scaling (0.97–1.03) – simulating variation in body di-

mensions
• Time masking (up to 3 frames) – simulating variation in contin-

uous tracking loss
The final preprocessing step applies feature normalization to the input
data.

Convolutional Layers As shown in Figure 3, the model employs 3
Residual Convolutional Blocks with main and shortcut Paths. Each
block is implemented with an increasing number of filters: 48, 96, 192,
with L2 Regularization (0.0003). Both paths are summed and then
passed through a ReLU activation.

• Main Path: 1D Convolutional Layer with kernel size 3, Batch
Normalization, ReLU activation, Spatial Dropout (0.1), 1D
Max-Pooling.

• Shortcut Path: 1D Convolutional Layer with kernel size 1, Batch
Normalization

Following the convolutional layers, we concatenate global average
pooling and global max-pooling, and apply a Dropout rate of 50%.
Finally, we flatten the output and feed it into a dense layer of 256 units
with ReLU activation, applying a Dropout of 50% for regularization.
The model concludes with two output heads: one for motion detection
using a sigmoid activation function, and another for two-class gesture
classification using softmax activation.
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2.4.3 Train Generator

We create batches of size batch_size with a corpus-balanced video
generator. Since the Move label is rare, we oversample it using variable
move_oversample_factor. Firstly, we create a dictionary of format
dict[dataset][label] = [videos]. Using numpy random choice,
we select a random dataset, then a random class, and finally a random
video belonging to the dataset and label. For data augmentation and
ensuring variability, we return a random window of size seq_length,
25 frames (i.e., 1 second for a 25 FPS video) by default, from this
video.

2.4.4 Training

Firstly, we split the data into a training (70%) and a testing (30%)
set based on speakers, ensuring no speaker overlap between sets. Us-
ing the training set, we conduct a Bayesian hyperparameter search
with 3-fold speaker-independent cross-validation, maximizing the
balanced_accuracy metric, which is the mean class-balanced ac-
curacy. For training, we optimize for 70 fixed epochs with Adam
optimization. To measure model performance during training, we
compute a custom accuracy metric that combines motion-detection
and gesture-classification accuracies using a threshold of 0.5.
The model was trained using a combined loss function that addresses
both the motion detection and gesture classification tasks. For motion
detection, we employed the binary cross-entropy loss, while gesture
classification used categorical cross-entropy with label smoothing
(0.05). The total loss was computed as the average of these compo-
nents:

Ltotal = 1
2 (Lmotion + Lgesture) (0.1)

We ran 50 sweep trials using Weights & Biases Bayesian opti-
mization (Tree-structured Parzen Estimator). The search space
included conv_filters (4 options: [16, 32, 64], [32, 64, 128], [48,
96, 192], [64, 128, 256]), dense_units (3 options: [64, 128, 256]),
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dropout_rate (uniform 0.2 - 0.6), l2_weight (log-uniform 10−4 -
10−2), learning_rate (log-uniform 3 × 10−5 - 10−3), batch_size
(2 options: [32, 64]), and move_oversample_factor (uniform 1.0
- 3.0). Balanced accuracy ranged from 58.2% to 66.5% across tri-
als (mean: 64.5%). The best configuration was conv_filters: [48,
96, 192], dense_units: 256, dropout_rate: 0.36, l2_weight: 0.0003,
learning_rate: 6.4×10−5, batch_size: 32, and move_oversample_factor:
2.39, yielded 66.5% balanced accuracy in cross-validation. All 50 runs
are publicly logged athttps://wandb.ai/fudiolab/envisionhg-manuscript-v3-cnn.
After finding the best configuration, we train on 85% of the training
set, with 15% reserved as a validation set to determine early stopping.
Finally, we evaluate on the held-out testing set. Figure 4a displays
the training loss across the 70 epochs.

2.5 LightGBM

We used the LightGBM Python library to train and predict gesture
segments. Next to providing a better variety of models to assess
gesture classification performance, the LightGBM model was addi-
tionally chosen as it is a lighter-weight model that can be used in
real-time classification, a feature to be incorporated into future ver-
sions of envisionhgdetector. Unlike the CNN architecture, we consider
only 2 labels here: Gesture and NoGesture (Move is merged into
NoGesture).7 Videos are converted into sequences using the specified
window size (5 by default) and stride (2 by default). We use the
World Feature set with 92 features. For each window, features are
computed as the mean over all frames in the window rather than from
the last frame alone, providing more robust estimates that are less
sensitive to per-frame noise from pose estimation. Feature extraction
is detailed in Table 5.

7Move is merged into NoGesture as a pragmatic choice: not every non-
communicative movement in a dataset should fall under the gesture cate-
gory. The CNN retains the 3-class distinction using its hierarchical dual-head
architecture.

https://wandb.ai/fudiolab/envisionhg-manuscript-v3-cnn
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Figure 3: Convolutional Neural Network Model Architecture
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Table 5: LightGBM Feature Extraction (100 features per window).
Features marked with x̄ are computed as the mean over all
frames in the sliding window; others are inherently window-
aggregated.

Feature Group Count Description
Current pose x̄ 18 Mean key joint positions over

window
Velocity x̄ 18 Mean frame-to-frame joint velocities

over window
Wrist speeds x̄ 2 Mean left/right wrist speed

magnitude over window
Wrist ranges 6 Position range (max–min) over

window
Finger positions x̄ 18 Mean pinky, index, thumb relative to

wrist over window
Finger distances x̄ 6 Mean inter-finger distances per hand

over window
Wrist acceleration
x̄

2 Mean left/right acceleration over
window

Trajectory
smoothness

2 Std of wrist speed over window

Wrist height x̄ 2 Mean height relative to shoulders
over window

Wrist spread x̄ 1 Mean distance between wrists over
window

Arm extension x̄ 2 Mean shoulder-to-wrist distances
over window

Total motion 1 Summed wrist displacement over
window

Symmetry
features x̄

2 Mean position symmetry & motion
asymmetry

Visibility scores 20 Mean, mean upper-body, and min
wrist visibility

Total 100
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2.5.1 Training LightGBM

Firstly, we split the data into a training (70%) and a testing (30%)
set based on speakers, ensuring no speaker overlap between sets.
Using the training set, we execute Bayesian Hyperparameter train-
ing with 3-fold speaker-independent cross-validation, maximizing the
balanced_accuracy metric, which is the mean class-balanced accu-
racy. Since we have only 2 labels (Gesture and NoGesture), we
compare the predictions and ground truth to compute our accuracy
metric. For training, we continue until we have at least 200 trees.
Early stopping is initiated when there is no improvement for 100
rounds.
Our search space considers num_leaves (uniform 15 - 127), max_depth
(uniform 3 - 10), learning_rate (log-uniform 0.01 - 0.1), n_estimators
(5 options [500, 800, 1000, 1500, , 2000]), min_data_in_leaf (uniform
20 - 100), feature_fraction (uniform 0.5 - 1.0), bagging_fraction
(uniform 0.5 - 1.0), lambda_l1 (log-uniform 0.001 - 1.0), lambda_l2
(log-uniform 0.001 - 1.0), and class_weight_power (uniform 0.0 -
1.0 (full inverse)).
We ran 50 sweep trials using Weights & Biases Bayesian optimiza-
tion. Balanced accuracy ranged from 74.8% to 78.3% (mean: 77.9%),
indicating robust performance across configurations. The best con-
figuration (num_leaves: 92, max_depth: 5, learning_rate: 0.033,
n_estimators: 2000, min_data_in_leaf: 20, feature_fraction:
0.71, bagging_fraction: 0.62, lambda_l2: 0.16, lambda_l1: 0.001,
and class_weight_power: 0.96), n_trees: 2640 yielded 78.3% bal-
anced accuracy in cross-validation. All 50 runs are publicly logged at
https://wandb.ai/fudiolab/envisionhg-manuscript-v3-lgbm. We also
extracted features ranked by their importance according to the best
LightGBM model, helping us understand which features are most help-
ful for model performance. The top five features are left wrist vertical
position (l_wrist_y, 6.4%), wrist spread (wrist_spread, 5.9%), right
wrist vertical position (r_wrist_y, 5.3%), total wrist displacement (to-
tal_motion, 4.8%), and right thumb z-position (r_thumb_z, 3.7%).
Together, they account for 26.1% of the total gain-based importance.

https://wandb.ai/fudiolab/envisionhg-manuscript-v3-lgbm
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Finger position features (thumb, pinky, index) collectively contribute
31.5%, and shoulder/elbow features contribute 19.3%. Interestingly,
velocity and smoothness features were not very important (ranked in
the last 20; see here for the full ordered list.
After finding the best configuration, we train on 85% of the training
set while 15% is used for early stopping. Finally, we evaluate on the
held-out testing set. Figure 4b plots the evolution of accuracy across
boosting iterations.

LightGBM: 92 World Landmarks vs 100 Engineered Features To
compare LightGBM with the best CNN model on World coordinate
data, we ran a separate experiment following the same structure.
LightGBM with 100 engineered features (L-100) performed the best
compared to LightGBM with 92 World Landmarks (L-92) and CNN.
On our test set, L-100 scored a balanced accuracy of 69.4%, L-92
scored 65.3%, and CNN scored 60.1%. During Cross Validation, L-100
scored a balanced accuracy of 78.3%, L-92 scored 75.7%, and CNN
scored 66.5%. In both cases, we observe that engineering features
were helpful compared to using Mediapipe World Landmarks directly.
In the future, we aim to engineer better features and compare the
CNN’s performance increment as well.

(a) CNN Training Loss Curve (b) LightGBM Training Loss Curve

https://github.com/babajideowoyele/envisionhg-training/blob/submission/results/lgbm_feature_importance.csv
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3 Results

On the 30% testing dataset. LightGBM performs better at 69.4%
compared to CNN at 60.1%. Note: Move was moved to NoGesture for
LightGBM, so our results are not directly comparable. However, we
can observe LightGBM was much better at detecting Gesture label,
69%, compared to CNN, 56%. We observe the same results with the
F1 score, where LightGBM scored 0.76 compared to 0.52 from CNN.
While LightGBM and CNN performed similarly with NoGesture, 70%
vs 73%, CNN’s F1 score is much better at 0.77 compared to LightGBM
at 0.59. Diving deeper here, CNNs Recall and Precision for NoGesture
were 0.73 and 0.82, respectively, while LightGBM scored 0.70 and
0.51, respectively. This indicates LightGBM’s recall needs work when
it comes to NoGesture. Table 6 displays these metrics. Next, we look
at the confusion matrices. In Figure 5b, we see CNNs suffer greatly
from mislabeling Gesture as NoGesture at 39.9%. Move is confused
as NoGesture at 30.6%. Given that we are primarily interested in
recognizing gestures, rather than classifying different forms of non-
gestures, this supports our decision to merge Move and NoGesture for
LightGBM. LightGBM in Figure 5a mislabels 30% for both labels.

Table 6: Test Set Evaluation Results

Accuracy F1 Score
CNN LightGBM CNN LightGBM

Gesture 0.56 0.69 0.52 0.76
Move 0.51 - 0.17 -
NoGesture 0.73 0.70 0.77 0.59
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(a) LightGBM Confusion Matrix (b) CNN Confusion Matrix

Figure 5: Confusion Matrices for LightGBM and CNN models

3.1 Out of Sample Testing

EnvisionHGdetector uses the models to provide inferences on videos
using a sliding window with some smoothing applied to the confidence
estimates. This means that we have multiple inferences over a segment
of video, which makes performance estimates likely more robust, and
minimally not directly comparable to the test provided above (as
their inference data does not contain label boundaries). We therefore
perform out-of-sample testing, which provides a better estimate of
how the tool is used in practice, on novel continuous videos. For the
out-of-sample testing dataset, we incorporated two recordings from
MULTISIMO, one recording from the SaGA corpus, and one external
recording (of a politician in the Irish Parliament), which the first
author coded for gestures.

3.1.1 Testing Metrics

The performance of the EnvisionHGdetector was evaluated using
several complementary metrics. At the frame level, we employed
standard classification metrics including class weighted accuracy
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(balanced_accuracy), precision, recall, and F1 score8 We
also specifically track the false positive rate, which measures the
proportion of non-gesture frames incorrectly classified as gestures, and
false negative rate, the proportion of gesture frames incorrectly
classified as non-gestures.

3.1.2 Parameter Sensitivity Analysis

Gestures are inherently continuous events, and we want users to be
able to set their own parameters for tuning the gesture detection,
next to the confidence thresholds for motion and gesture detection.
The performance of the model is dependent on these thresholds. The
model’s performance was therefore systematically evaluated across dif-
ferent key parameters. For CNN: the motion_thresh (search space:
0.5, 0.7, 0.9)9, gesture_thresh (search space: 0.1, 0.3, 0.4, 0.6,
0.8), min_length_s in seconds of the gesture before it gets excluded
(search space: 0.0, 0.2), and min_gap_s in seconds between simi-
lar labeled events for them to be not treated as one event (search
space: 0.0, 0.2, 0.3). We also assessed whether biasing the detec-
tion of co-speech gestures versus the non-gestural “Move” category
increased performance using gesture_class_bias (search space: 0.0,
0.1, 0.25). And for LightGBM: lbgm_thres (search space: 0.5, 0.6,
0.7, 0.8), min_length_s in seconds of the gesture before it gets ex-
cluded (search space: 0.0, 0.2, 0.3, 0.4), and min_gap_s in seconds
between similar labeled events for them to be not treated as one
event (search space: 0.0, 0.1, 0.2, 0.3, 0.4). Since we are interested
in the gesture classification performance, we ranked the best settings
in terms of the F1 score for binary gesture classification. Thus, we

8Accuracy is the ratio of correct predictions to total predictions. Precision
measures the proportion of correct positive predictions divided by the total
number of positive predictions. Recall (also called sensitivity) measures the
proportion of actual positives correctly identified. The F1 score is the harmonic
mean of precision and recall, providing a balanced metric between false positives
and false negatives.

9The motion threshold was not set for the entire stage as we discovered very early
on that this needs to be set to a high threshold in our early explorations.
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aim to optimize for gesture, rather than (also) Move classification.
We first report the best parameter setting optimized for each dataset,
Table 7, ranked based on F1.

Table 7: Dataset-Specific Optimal Parameters and Performance (Op-
timized for Gesture F1 Score)

Model Dataset Parameters Acc Prec Rec F1

CNN

Motion Gesture Min Min Gesture

Thresh Thresh Gap Length Class

External 0.50 0.40 0.00 0.20 0.00 0.627 0.513 0.872 0.646

Multisimo 0.50 0.40 0.00 0.00 0.010 0.979 0.645 0.689 0.662

SAGA 0.50 0.30 0.20 0.20 0.10 0.833 0.821 0.891 0.855

Average — — — — — 0.813 0.660 0.817 0.721

LightGBM

LGBM Min Min

Thresh Gap Length

External 0.60 0.00 0.30 0.495 0.429 0.878 0.576

Multisimo 0.60 0.00 0.40 0.964 0.498 0.403 0.428

SAGA 0.60 0.00 0.40 0.791 0.766 0.893 0.824

Average — — — 0.750 0.564 0.725 0.610

3.1.3 Class-Specific Performance

For a more detailed understanding, we compute these metrics sepa-
rately for each class (NoGesture, Move, and Gesture) for the parame-
ter set with the best global F1 score. Table 8 provides detailed results.

3.1.4 Gesture Frequency Tracking

Finally, we cut each test video into 1-minute segments and assess
whether EnvisionHGdetector is a good solution for tracking gesture
frequency (percentage time) over time. Below, we use the top settings
to assess ground-truth and machine classification of gesture. We assess
for each minute of video the proportion of gestures as determined by
the ground truth, which we then plot against the machine-labeled
proportion of time gestured. These results indicate that there is a
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Table 8: Per-Class Performance (for Best Global Parameters)

Class
(Distribution)

Accuracy Precision Recall F1 FP
Rate

FN
Rate

CNN
NoGesture
(73.5%)

0.817 0.898 0.735 0.786 0.222 0.265

Move (1.7%) 0.946 0.169 0.357 0.229 0.037 0.643
Gesture (24.9%) 0.851 0.656 0.781 0.703 0.197 0.219
Average 0.871 0.574 0.624 0.573 0.152 0.376

LightGBM
NoGesture
(73.5%)

0.805 0.873 0.734 0.774 0.406 0.266

Move (1.7%) 0.978 0.000 0.000 0.000 0.000 1.000
Gesture (24.9%) 0.804 0.547 0.639 0.563 0.278 0.361
Average 0.862 0.473 0.458 0.446 0.228 0.209



32 Pouw et al.

strong relationship (r > .90) between machine and human tracked
gesture frequency, suggesting that the tool could be helpful for a com-
putational approach to gesture rate tracking. As shown in Figure 6a
and Figure 6b, there is a strong positive correlation (r > .90) between
the ground-truth and machine-detected gesture percentages across
one-minute video segments, demonstrating that EnvisionHGdetector
reliably tracks relative gesture frequency even when individual gesture
detection may not be perfect.

(a) CNN (r = 0.96) (b) LightGBM (r = 0.94)

Figure 6: Co-speech gesture percentage tracking between ground-truth
and machine-labeled 1-minute segments using CNN and
LightGBM

3.1.5 When Does Detection Fail? Gesture Subcategory Analysis

The current classification is to be improved upon. To obtain a better
understanding of what type of gestures fail to be tracked well, we can
use the parts of the test data that have specific gesture types anno-
tated (namely, SaGA and MULTISIMO). We observed that especially
beat-like gestures are difficult to track, while pure iconic, discourse,
and deictic gestures were (relatively) easier to track. This provides im-
portant information that the current model is more sensitive towards
classifying iconic gestures. This is possibly because iconic gestures
are often for showing something depictively, and thus involve more
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elaborate and visually salient trajectories that have longer durations.
In other words, these gestures are less difficult to miss by the classifier.
Table 9 shows this in detail.

Table 9: Detailed Performance by Gesture Category

Category Model Prec Rec F1 Frames % Total

iconic CNN 0.355 0.853 0.501 4,944 41.1%LightGBM 0.237 0.582 0.324

discourse CNN 0.163 0.767 0.269 2,497 20.7%LightGBM 0.156 0.817 0.262

deictic CNN 0.156 0.763 0.260 2,406 20.0%LightGBM 0.156 0.846 0.263

beat CNN 0.156 0.552 0.218 455 3.8%LightGBM 0.175 0.564 0.228

symbolic CNN 0.069 0.785 0.124 49 0.4%LightGBM 0.049 0.191 0.077

iconic-deictic CNN 0.066 0.927 0.124 837 7.0%LightGBM 0.057 0.894 0.108

iconic-beat CNN 0.056 0.976 0.105 669 5.6%LightGBM 0.049 0.949 0.092

deictic-beat CNN 0.010 0.770 0.020 152 1.3%LightGBM 0.012 1.000 0.023

other CNN 0.000 0.040 0.000 25 0.2%LightGBM 0.000 0.000 0.000

4 EnvisionHGdetector Package Details

We have released the EnvisionHGdetector software as a Python pack-
age (recommended for Python 3.10), including the most recently
trained CNN and LightGBM model, on PyPi, which allows for an easy
pip-based install of the package into a Python environment. The code
is open source and is available in a GitHub repository (Pouw, Yung,
et al., 2024). The EnvisionBOX website Jupyter notebook details the

https://pypi.org/project/envisionhgdetector/
https://github.com/WimPouw/envisionhgdetector
https://envisionbox.org/embedded_UsingEnvisionHGdetector_package.html
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use of the EnvisionHGdetector with the CNN that we report here
as part of version 3.0.4 with sample data input. This notebook and
repository will also be continuously updated with the most recent
package methods.

4.0.1 Gesture Detection

The package employs the trained model in a sliding window fashion
on the skeleton feature data for an entire video, with a window length
of 25 frames and a step length of 1 frame. The label confidence is then
assigned to the middle frame of the window. One can further tune the
detector to more liberally recognize movements and gestures (increas-
ing false positive rates but reducing false negative rates) or be more
conservative (increasing false negative rates but reducing false positive
rates). One may further specify what the minimal length should be
of a detected gesture (min_length_s) and when gestures with short
gaps need to be merged as a single gesture (min_gap_s). The user can
further increase the likelihood that a gesture is detected at the expense
of categorizing a non-gestural movement (gesture_class_bias. For
the current version of the EnvisionHGdetector package, we recom-
mend the input videos to have 25 to 30 fps, so that it corresponds to
the training dataset. However, our tool incorporates a downsampling
strategy if the video has a higher fps.
The EnvisionHGdetector software further provides utility functions
that create outputs, including a CSV file with frame-by-frame con-
fidence predictions for gesture and motion, a CSV file of segmented
gesture intervals, a NumPy file of the extracted features for each
detected gesture, and importantly also a labeled video with real-time
gesture annotations overlaid (an example is available online). Adopt-
ing a similar approach to Ienaga et al. (2022), we also generate ELAN
annotation files compatible with gesture studies annotation workflows.
In the following, the additional kinematic analysis pipeline functions
are described.

https://osf.io/qgecj/overview
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4.0.2 Retracking and Kinematic Analysis

Retracking. A common issue in conducting motion analyses using
video-based motion tracking is that pose positions are often provided
in pixels, typically in 2D, which complicates comparisons across videos
with varying video-recordings and body-to-camera angles. To increase
generalizability, we therefore implement an option that allows retrack-
ing the gestures with pose landmarks estimated in metric space, using
MediaPipe’s pose world landmarks. For the CNN world landmarking
is already done during inference, but in the current version we have
this retracking as a fixed preprocessing step regardless of model used.
World landmarks are only generated for the body keypoints (and not
for the hand or face features). After retracking, for each gesture, the
tool provides the metric-scaled 3D skeleton data, as well as the tracked
video with skeleton imposed to assess tracking quality further.
DTW. After retracking the gesture segments, one can then invoke
a kinematic analysis pipeline, beginning with creating a Dynamic
Time Warping (Giorgino, 2009b) dissimilarity matrix, as proposed by
Pouw and Dixon (2019b). To do this, we rely on Shape-DTW (Zhao
and Itti, 2016) with the Python package shapedtw (Szafraniec, 2025).
Shape-DTW enables the comparison of multidimensional time series
using non-linear time warping, similar to classic DTW (Giorgino,
2009a). It also provides a method to incorporate more context from
the matched indices of the query and reference time series. A tutorial
regarding the application to gestural data is available.10

Following the procedure as outlined in Pouw and Dixon (2019b),
for all gestures N , we compute for each combination of gesture i
versus gesture j, a Shape-DTW normalized distance based on the
position time series of the upper limbs (left and right shoulders,
elbows, wrists, pinkie fingers, indices, and thumbs). The warping
path was determined by taking in a context of the raw subsequence
width of 160 ms (4 indices) applied on the multidimensional time
series of the upper limbs trajectories. As such, the current approach
is a multidimensional dependent variant of dynamic time warping
10See https://envisionbox.org/embedded_Gesture_kinematic_spaces.html

https://github.com/MikolajSzafraniecUPDS/shapedtw-python
https://envisionbox.org/embedded_Gesture_kinematic_spaces.html
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(Giorgino, 2009b). A symmetric distance matrix D with i rows and
j columns, where Dij = 0 on the diagonals, i.e., when i = j. The
distance D, is then filled, capturing each kinematic similarity for
each gesture comparison and saved as output by EnvisionHGdetector.
The package also saves a dimensionality reduced representation of
D, by applying UMAP on D, reducing the space to two dimensions
(McInnes, Healy, and Melville, 2020). This dimensionally reduced
representation is then later optionally used for data visualization of
the kinematic (dis)similarity space.
Kinematic Analysis. For each gesture we extract from the Gaussian
smoothed time series, a comprehensive set of features is calculated
on the most active hand of the gesture (i.e., left or right), adapted
from EnvisionBOX and discussed and tested in depth in a study by
Trujillo, Vaitonyte, et al. (2019). An overview of the features is given
in Table 10. EnvisionHGdetector then generates a flat dataset for
each gesture observed, and all its accompanying features. Such a flat
dataset can then be aligned with metadata and used for statistical
analyses, e.g., comparing peak velocity for different speakers; assessing
gesture prominence across time; see e.g., Pouw, Dingemanse, et al.
(2021), Rasenberg et al. (2022), and Trujillo, Simanova, et al. (2018).
Dashboard Visualization. After kinematic analyses, another function
may be invoked to generate a dynamic data dashboard, which allows
for an interactive data visualization using the generated kinematic
analysis output. The dashboard is created as a separate Python script,
which runs a local server, or can be run on a server as exemplified online
(our server-ready dashboard runs on an Apache2-supported server).
The Dashboard uses Plotly Dash and dynamically links the retracked
videos with the kinematic dissimilarity space, as well as the kinematic
features results. By selecting individual points in the kinematic space
or the jitter points in the kinematic feature violin/boxplot/jitter plots,
the user can inspect the original video data against the quantitative
output. Figure 7 presents the interactive dashboard visualization
snapshot. The dashboard allows researchers to explore the kinematic
relationships between detected gestures, enabling direct video playback

https://envisionbox.org/embedded_Analysis_kinematic_features_module.html
https://tsg-131-174-75-200.hosting.ru.nl/envisionhgdetectordashboard/
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Table 10: Kinematic Features Overview

Feature Category Description
Hand
Active hand The most active hand for this gesture
Spatial Features
space use Number of distinct spatial zones used by the

active hand in McNeillian space
mcneillian max Maximum zone reached by each hand

(1=center-center to 4=extreme periphery)
volume 3D volume covered by the active hand
max height Maximum vertical height reached by the active

hand (0–5 scale)
Temporal Features
duration Total gesture duration in seconds
hold count Number of detected gesture holds
hold time Total time spent in holds (seconds)
hold avg duration Average duration of holds
Submovement Features
hand submovements Total number of submovements for the active

hand
hand mean
submovement
amplitude

Average amplitude of hand submovements

elbow submovements Number of distinct elbow submovements
elbow mean
submovement
amplitude

Average amplitude of elbow submovements

Dynamic Features
hand peak speed Maximum speed reached by the active hand

(meters/s)
hand mean speed Mean speed of the active hand (meters/s)
hand peak
acceleration

Maximum acceleration/deceleration of the active
hand (meters/s2)

hand peak jerk Maximum rate of change of hand acceleration
(meters/s3)

elbow peak speed Maximum speed reached by the active elbow
(meters/s)

elbow mean speed Mean speed of the active elbow (meters/s)
elbow peak
acceleration

Maximum acceleration/deceleration of the active
elbow (meters/s2)

elbow peak jerk Maximum rate of change of elbow acceleration
(meters/s3)
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of selected gestures for qualitative assessment alongside quantitative
metrics.
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Figure 7: Sample visual of the visualization dashboard. Screenshot
1 shows the UMAP space of the gesture similarity spaces,
which is based on the DTW distances between all gesture
pairs. Closer points in space indicate more kinematically
similar gestures. Screenshot 2 shows the element under the
similarity space, containing for all gestures the distribution
of kinematic features. By selecting any of the individual
points in the jitter plot or the similarity plot, the data
point is highlighted, and the detected gesture is played. A
live server version of the dashboard using example data is
available online.

https://tsg-131-174-75-200.hosting.ru.nl/envisionhgdetectordashboard/
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5 Discussion

We have introduced EnvisionHGdetector, which allows for simple clas-
sification of co-speech gestures, non-gestural movement (self-adaptors,
object manipulations), and a neutral category, referred to as NoGes-
ture events. The toolkit further allows for kinematic feature analysis
and kinematic similarity analysis using DTW, which is dynamically
visualized in a dashboard that links to the tracked gesture segments.
For gesture classification, the CNN/LightGBM-based detector using
MediaPipe Holistic input to extract pose features attains accuracies
of 60.1% (CNN) and 69.4% (LightGBM) on unseen test data. The
performance is encouraging, but not perfect. For example, it does not
reach the performance levels reported for custom-trained models on
specific datasets (Ienaga et al., 2022). However, the current model
performs reasonably well across samples from a variety of different
datasets, even from completely external sources. Additionally, while
Ienega et al. achieved quite high accuracy (89.85%), their approach is
semi-supervised, meaning it still requires manual annotation of part
of the target data.
Our results show that especially symbolic gestures were difficult to
detect, which is intuitive, as they often contain little movement and
consist rather of hand postures. Beat gestures were also difficult to
detect; they are often short and rapid and may consist only of hand
movements. Importantly, the current models seem to very reliably
track gesture rate (r > .90), which makes us confident that Envision-
HGdetector can prove a very valuable tool for large-scale investigation
of co-speech gesture rates or analyses that do not depend on captur-
ing every gesture instance (e.g., focusing on summary characteristics
between individuals, populations, or contexts). Given the unique
training dataset and the lightweight nature of the current tool, which
can run on standard consumer laptops without GPU support, we
believe this gesture detection tool can be valuable for a variety of
research projects.
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5.0.1 Usage Advice & Workflow

We envision that the current tool is more valuable for some applica-
tions than others. In general, we think tools like these should not, and
will not, replace human annotation practices in gesture studies. For
some projects, one clearly needs human-level gesture detection perfor-
mance with proper stroke boundaries. For example, since the current
models take in 25 frames, they tend to have larger gesture segments,
with multi-stroke units. But even in cases with high precision require-
ments, annotations likely speed up the identification of potentially
relevant events (Ripperda, Drijvers, and Holler, 2020). There are also
projects where such coding-scheme-dependent precise annotations are
not needed. Many kinematic analyses require only some isolation of
gestural movements to then capture kinematic features, e.g., in ges-
ture–speech coupling (Wagner, Malisz, and Kopp, 2014), or kinematic
correlates informative for effort (Rasenberg et al., 2022), or clustering
of recurrent gestures (Beecks et al., 2015; McNeill et al., 2001). For
example, if one is interested in the role of gesture acceleration relative
to F0 change in speech, one can use automatic sampling of gestures
and moments of speech, and their relationship – given enough data
and further filtering based on acoustics and kinematics – should be
tolerable towards false positive or false negative gesture identification.
Furthermore, if one wants to have a computationally reproducible
way to track gesture frequency, we believe this tool is sufficiently
reliable to track obvious differences (Hogrefe et al., 2013). In all such
cases, automatic annotation tools such as the current one will help to
drastically scale up the analyses that are currently typical in the field.
In terms of using this tool, we do have several points of advice. If
using this tool to track gesture frequency, we recommend that the
recording conditions be comparable across recordings. We also advise
using the tool on videos recorded at 25/30 fps, where a single person
is visible. Since pose tracking can be affected when the person is
interacting with objects, we presume that the tool will work better
if the subjects are not holding objects while they are speaking. Of
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course, the goal of our project is to overcome these constraints that
might affect usability.
Once data is collected, an example pipeline for applying the envision-
HGdetector can be as follows:

• Determine if the project calls for more conservative (more data,
more noise) or more liberal (less data, less noise) gesture sampling

• Run EnvisionHGdetector on one video
• Manually check annotations to determine if the detection quality

is acceptable
• Proceed with processing the rest of the dataset, or revise model

parameters (e.g., gesture_thresh)
• For more precise results, manually remove false positive annota-

tions (e.g., in ELAN11)
• Use dashboard visualizations to further check and/or explore

data
• Proceed with statistical analyses (e.g., gesture rate, kinematics),

by loading in the gesture segment data, dissimilarity distance
matrix, or kinematic feature flat data frames in one’s analysis
software of choice (including R, Python, SPSS).

5.0.2 Strengths & Limitations

The current model behind EnvisionHGdetector (v3.0.4) was trained
with gesture annotations. It possesses broad generalizability in the
sense that it was trained on several varied datasets, but this does not
mean that the training set was truly sufficiently varied. For example,
most of the datasets, except TEDM3D (Rohrer, 2022) and GESRES
(Hensel, Cheng, and Marsella, 2025), were based on experimental
contexts or standard front-view camera angles. This means that our
current model will likely not perform that well on challenging video
datasets with changing camera angles or frame cuts. However, it

11https://archive.mpi.nl/tla/elan

https://archive.mpi.nl/tla/elan
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should be noted that the datasets did contain spontaneous gestures,
rather than scripted or prompted gestures, which increases the rele-
vance of this tool for researchers interested in spontaneous co-speech
gestures. There are likely other such sources of variability that we
are missing, and therefore our goal for creating an out-of-the-box
solution for researchers’ needs to be weighed against the limitations
of the limited amount of currently open datasets that contain gesture
annotations by expert gesture researchers. In sum, while our model is
trained on much more variable and larger datasets than previously
trained models on single-sourced training data, we acknowledge that
variability in the training data could be much improved. We thus
encourage more work in gesture detection, leveraging not just designed
data (experimental setups), but also organic data (video data in the
wild available outside of academic settings).
A further problem relating to the lack of variability is the set of
spoken languages under which gestures were produced. Gesture
production varies substantially across cultural and linguistic contexts,
raising questions about cross-cultural generalizability. English, French,
Chinese, and German are currently present in the training data.
Languages and cultural contexts absent from the training data might
therefore present challenges, mainly if they employ distinct gesture
spaces or stereotypical gestures. Expanding the training data to
encompass greater cultural diversity represents an important direction
for future development.
Next to a lack of variability, there is paradoxically also too much
variability in the training dataset. Namely, each research team that
generated the original gesture corpora and datasets had its own unique
gesture labels and gesture annotation strategies that are definitely
implicitly present, or are indeed explicitly reported upon. For example,
for the TEDM3D (Rohrer, 2022) data, we noticed that the stroke
annotations were extremely short, while for MULTISIMO (Koutsom-
bogera and Vogel, 2017), gesture strokes were more liberally extended
into multiphase movements. This may be in part due to differences in
genre, but likely also due to mere differences in annotation practices.
Indeed, the parsing of a continuous stream of gestures into single
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or multi-unit strokes is one of the most difficult aspects for human
annotators. However, this presumed variability in human ground
truth annotation in our training data can be a curse or a blessing
depending on how you look at it. There are many ways to parse a
gesture, and we assume that the current model makes estimates based
on trying to satisfy different annotation strategies that underlie the
training data.
Additionally, with CNN Train Generator, we follow the law of large
numbers and assume our batches will be balanced. However, a better
approach would be to weight sample videos based on their dataset
size. Stratified balancing of datasets and labels would ensure balanced
data rather than relying on chance, and splitting videos beforehand
would ensure no video window is skipped during training. We aim to
improve this and explore other methods in our next iteration.
In our testing metrics, we have not yet incorporated other types
of performance metrics often used in gesture studies. In general,
we could argue that more testing needs to be done to argue for
widespread usability. The current project is a work in progress, and
we hope to expand on this with more training data and more robust
models. At the same time, tools like the current one, regardless of
performance metrics advertised, will need to prove their value in
practice. To increase use value, EnvisionHGdetector provides means
to produce ELAN files that can easily be used in computing field-
specific annotation agreement metrics. We hope that the tool can
also be more widely tested according to the field-specific standards.
A strength of EnvisionHGdetector is that it is the first tool of its kind
that provides automatic kinematic analysis, much like an OpenSmile
feature processing routine (Eyben, Wöllmer, and Schuller, 2010),
but for gesture. For each gesture, the software provides metric-scaled
information about speed, acceleration, sub movements, and other types
of features that have been used to qualify gestures by researchers
(Pouw, Dingemanse, et al., 2021; Trujillo, Simanova, et al., 2018;
Trujillo, Vaitonyte, et al., 2019). It also generates embedding spaces of
all the gestures produced, as proposed in the gesture network approach,
which takes advantage of Dynamic Time Warping (Pouw and Dixon,
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2019b). Indeed, we believe that this will increase the potential usability
of more computational signal processing pipelines that are now only
sparingly applied in the field, but are increasingly validated as methods
for studying gesture (e.g., for DTW see; (Akamine, Dingemanse, and
Özyürek, 2026)). Importantly, for most computational research on
gestures, the gesture annotation phase has always been an important
bottleneck for scaling up to a more widespread computational study
of multimodal behavior. This scaling up is needed if we want to come
to generalizable answers to some classic questions in the field, such
as when we gesture, are gestures different for different cultures, and
many more. Having said this, we also believe, of course, that many
research questions in the field do not require an automatic detection
tool like the current one.
The computational demands of gesture analysis vary significantly
based on hardware specifications. The current framework is based on
MediaPipe, which is entirely reliant on CPU-only processing. This
means that keypoint detection will be slower than approaches that
can harness GPU processing. At the same time, we chose this ap-
proach to ensure that EnvisionHGDetector is still accessible to gesture
researchers who may not have access to GPU-equipped computers.
However, it may be useful to test the running time on a smaller sample
of data using one’s own machine in order to estimate the feasibility
of scaling up to the target dataset. As an example, out-of-sample
testing (55,500 frames; 37 minutes), on both CNN and LightGBM
models, required a total of 3 hours with an Intel i7-13620H (2.40 GHz)
processor, 16GB DDR4 3200MHz RAM Notebook.

5.0.3 Future Outlook

With this paper, we also emphasize the need for more openly avail-
able datasets for the development of computational methods in social
science. Gesture is a vital part of human communication, not a rare
commodity. Yet, due to (much-needed) limitations for privacy protec-
tion, and at the same time also due to the slow adoption of progressing
norms in (open) science (Resnik, Antes, and Mozersky, 2024), we still
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lack a benchmarked, highly varied gesture-annotated dataset of hu-
man co-speech gestures. Therefore, we are currently curating and
considering different masking techniques (Owoyele, Schilling, et al.,
2024; Owoyele, Trujillo, et al., 2022) to generate a fully (retrackable)
de-identified gesture dataset comprising over 17,000 annotated in-
stances that can be easily used as a co-speech gesture benchmark
dataset. Such a dataset would provide a valuable resource for training
models with improved communicative action recognition performance.
Several promising research directions could enhance gesture detection
capabilities and applicability. Future work might explore alternative
architectural approaches beyond our CNN/ LightGBM implemen-
tation. While the current architecture was selected for its balance
of performance and efficiency, other architectures such as LSTMs
(Shahroudy et al., 2016), Graph Convolutional Networks (M. Liu,
H. Liu, and Chen, 2020; Yan, Xiong, and Lin, 2018), or Transformer-
based models (Girdhar et al., 2019; Jiang et al., 2022) could potentially
offer different advantages, particularly for capturing long-range tem-
poral dependencies or structural relationships between body parts.
The computational requirements for such architectures would likely in-
crease significantly, needing careful evaluation of the quality–efficiency
tradeoff. Additionally, newer machine learning model architectures
are sometimes pre-retrained on large action class datasets, which may
further yield much better gesture performance levels (after retrain-
ing) (Zhu et al., 2023). Finally, synthetic datasets based on existing
(motion tracking) gesture data can be generated and added to the
training data. Systematic manipulation of scene brightness, camera
angle, camera distance, environment, speaker appearance, and many
other factors can be used to make the models more robust to a much
wider variety of recording conditions (Loy, Trujillo, and Roelofsen,
2026).
Once a satisfying performance is obtained in co-speech gesture de-
tection, obvious future projects that spring from the current one are
training similar models on different gesture types. This does limit the
use of some datasets due to label practice mismatches. Nevertheless,
with MULTISIMO (Koutsombogera and Vogel, 2017) and SaGA data
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(Lücking et al., 2010) in hand, one could train a gesture type classifier
by differentiating beat, iconic, and deictic gestures, or perhaps a
classifier that allows for some dimensionality, where a beat gesture
can be an iconic gesture, too, for example (Rohrer, 2022).
Additionally, improvements of the current work could arise from a
reevaluation of the feature set. It has, for example, been shown that
adding speech features may improve gesture classification (Ghaleb,
Burenko, Rasenberg, Pouw, Toni, et al., 2024). Understanding the
relative contribution of different feature sets through ablation could
guide future refinements of the model. For example, we hypothesize
that hand features contribute most significantly to model performance,
while facial features play a less critical role. A systematic ablation
study could test these hypotheses by progressively removing feature
groups and measuring the impact on detection accuracy, offering
opportunities to streamline the feature set without compromising
performance, potentially improving computational efficiency.
Adopting computational tools such as EnvisionHGdetector within the
gesture research community likely depends on several factors beyond
raw performance metrics. Technical accessibility, workflow integration
with existing annotation tools, interpretability of detection decisions,
customizability for specific research questions, and compatibility with
analysis software all influence usability. Future user studies could
explore these dimensions to better align tool development with re-
searcher needs across different subdisciplines, including linguistics,
psychology, and human-computer interaction.

5.1 Conclusion

The current EnvisionHGdetector represents a crucial step toward
generalizable co-speech gesture detection and standardized kinematic
analysis and visualization. While the current detection capabilities
await further improvements, we believe that the current toolkit will
already open up new research avenues, specifically promising to in-
crease the analysis capabilities of large datasets that are not possible
to annotate by hand. Future research should, however, systemati-
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cally investigate potential disparities in model performance across
demographic groups underrepresented in training data, cultural con-
texts with distinct gesture conventions, neurodivergent populations
with potentially divergent gesture patterns, and varying recording
environments. We propose that, as this field advances, standardized
benchmark datasets representing diverse populations should enable a
more rigorous evaluation of algorithmic fairness in gesture detection.
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